GO Anywhere and GO Anywhere Plus: Extending the Brain
Beyond the Vehicle

The operational intelligence model extends beyond powered
vehicles. Geotab introduced the GO Anywhere and GO
Anywhere Plus ruggedised asset tracking solutions for trailers,
heavy equipment and non-powered assets

The GO Anywhere Plus asset tracker introduces the potential for
satellite connectivity by merging mobile and satellite networks
within a commercial 10T device. This approach provides
seamless coverage for high-value assets operating in remote
“dead zones,” addressing visibility gaps that have historically
limited asset management in large or geographically dispersed
fleets

In practical terms, this allows fleets to monitor utilisation rates
in real time, reduce asset loss and theft, optimise repositioning
across regions, and track idle time across remote deployments.
Asset visibility shifts from being conditional on network
availability to being continuous across operating environments.

Data Scale and Processing Architecture

Geotab processes approximately 100 billion data points daily
from more than 5 million vehicle subscriptions. At that scale, Al
systems can be trained on diverse operational patterns
spanning vehicle types, geographies and use cases.

For Southeast Asian fleets, this means local operational data
can be contextualised against broader behavioural models.
Edge hardware improvements in GO and GO Plus devices feed
structured, high-integrity telemetry into cloud-based analytics
systems capable of identifying patterns in driver behaviour,
predictive maintenance signals, fuel and energy efficiency
trends, and cross-border operational benchmarks.

The operational brain therefore functions as a distributed
system in which edge devices capture and validate high-quality
data, connectivity layers ensure continuity across mobile and
satellite networks, and cloud Al models transform that data into
prescriptive insights.

Moving From Reaction to Prevention

Historically, telematics systems have been used to answer
questions after an event occurs, such as where a vehicle was
located, how fast it was travelling, or when an engine fault was
triggered.

An Al-enabled operational brain shifts the focus to prevention
by identifying risk patterns before collision probability increases,
detecting inefficiencies before fuel or energy costs escalate,
and surfacing early maintenance signals before mechanical
failures occur.

By combining predictive video safety, Al-ready hardware, EV
diagnostics and satellite-augmented asset tracking, the
roadmap presented at Geotab Connect reframes telematics as
a continuous intelligence system rather than a compliance or
tracking tool.

The Emerging Operational Brain

The technology roadmap unveiled at Connect 2026 reflects
architectural convergence rather than a single standalone
innovation. Al-enabled video transforms safety from documen-
tation to prediction. Re-engineered GO hardware strengthens
data fidelity at the edge. Satellite-ready connectivity removes
geographic blind spots. Ruggedised asset tracking extends
intelligence to non-powered assets.

Together, these elements position telematics as a distributed
operational brain capable of synthesising telemetry, video,
connectivity and Al analytics into actionable intelligence. For
Southeast Asian fleets operating across dense cities and
remote corridors alike, the shift marks a transition from visibility
to insight, and from insight to preventive, data-driven
decision-making.

For more on how Geotab's telematics platform and
connected fleet solutions can support operational intelligence
and predictive safety in Southeast Asian operations, visit
https://www.geotab.com/apac/
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As agentic Al deployments in

Singapore develop at a rapid pace, the
government has issued guidelines for
reliable and safe implementation across
organisations. The Model Governance
Framework (MGF) for agentic Al,
announced in Davos in January, builds
on the governance foundations of the
MGF for Al introduced in 2020.

The framework is presented as the
first to provide a comprehensive guide
for enterprises on deploying agentic Al
responsibly.

Unlike traditional and generative Al,

Al agents can reason and take actions

to complete tasks on behalf of users,
according to the InNfocomm Media
Development Authority (IMDA). This
allows organisations to automate
repetitive tasks, such as those related

to customer service and enterprise
productivity, and potentially free up
employees’ time for higher-value activities.

As Al agents may have access to
sensitive data and the ability to make
changes to their environment, such
as updating a customer database

or making a payment, their use
introduces potential new risks.

“Itis therefore crucial to understand
the risks agentic Al could pose and
ensure that organisations implement
the necessary governance measures
to harness agentic Al responsibly,
including maintaining meaningful
human control and oversight over
agentic Al,” the IMDA said.

A guide for managing agentic
Al risks

The MGF for agentic Al provides a
structured overview of the risks
associated with agentic Al and
emerging practices for managing
them. Itis aimed at organisations
seeking to deploy agentic Al, whether
by developing Al agents in-house

or using third-party agentic tools. It
outlines technical and non-technical
measures organisations should put
in place to deploy agents responsibly
across four dimensions:

SINGAPORE

+ Assessing and bounding risks upfront
by selecting appropriate agentic use
cases and setting limits on agents’
powers, such as their autonomy and
access to tools and data.

+ Making humans meaningfully
accountable for agents by defining
checkpoints where human
approval is required.

+ Implementing technical controls
and processes throughout the
agent lifecycle, such as baseline
testing and controlling access to
whitelisted services.

+ Enabling end-user responsibility
through transparency and
education or training.

IMDA defines agentic Al as the “next
evolution of Al, holding transformative
potential for users and businesses.”

Compared to generative Al, “Al

agents can take actions, adapt to new
information, and interact with other
agents and systems to complete tasks
on behalf of humans. While use cases
are rapidly evolving, agents are already
being used in areas such as coding
assistants, customer service agents,
and the automation of enterprise
productivity workflows.”

IMDA identified sources of risk

as including tools, protocols, and
planning and reasoning processes. It
also noted that risks can arise at the
system level, where cascading effects
or unpredictable outcomes may occur.

The agency also outlined five types
of risk associated with agentic Al:
erroneous actions, unauthorised
actions, biased or unfair actions,

data breaches, and disruptions to
connected systems.

Collaborative approach

In developing the framework, IMDA
incorporated feedback from both
government agencies and private
sector organisations.

“As the first authoritative resource
addressing the specific risks of agentic
Al, the MGFfills a critical gap in policy
guidance for agentic Al. The framework
establishes foundations for assurance
around Al agents. For example, it helps
organisations define agent boundaries,
identify risks, and implement
mitigations such as guardrails,” said
April Chin, Co-Chief Executive Officer of
Al assurance provider Resaro.

The MGF for agentic Al is the latest
initiative introduced by Singapore

to support the development of a
global ecosystem where Al systems
are trusted and reliable. Singapore is
working with other countries through
its Al Safety Institute (AISI) and leading
the ASEAN Working Group on Al
Governance (WG-Al) to support the
development of a trusted Al ecosystem
within ASEAN while fostering
collaboration among Southeast Asian
nations.

“Closer to home, initiatives such as

the MGFs, Al Verify toolkit, and the
Starter Kit for Testing of LLM-Based
Applications for Safety and Reliability,
have served as important stepping
stones towards building a trustworthy
Al ecosystem internationally,” the IMDA
said.



Rather than treating Al adoption as a single technology
rollout, Dubai is approaching it as an institutional design
problem. The emphasis is on building the conditions

that allow Al to function across government, business,
and society, rather than pushing applications in

isolation. At the centre of that approach is the Dubai
Future Foundation, which is tasked with shaping how Al
capability is identified, coordinated, and scaled across the
city.

That thinking underpins the work of the Dubai Centre
for Al. Speaking at the Expand North Star Dubai 2025
conference, Saeed Al Falasi, Executive Director of the
Dubai Future Foundation, explained why sequencing
matters, and why roles, skills, and coordination need to
be in place before Al applications can take hold.

Unlocking Solutions

For the private sector, the foundation faced a twofold
challenge. First, it did not have a clear picture of how
many Al companies were operating in Dubai. Second,
as Al capabilities spread, almost every company began
positioning itself as an Al company.

To address these issues, the foundation, through the
Dubai Centre for Al, developed two initiatives.
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Photo courtesy of Dubai Future Foundation.

The first was a baseline that mapped every Al company
operating in Dubai.

“We don't just know how many Al companies there are.
We also know their engineering headcount, the types of
products they develop, and the kinds of contracts they
operate under,” Al Falasi said.

Following this, the Centre introduced an “Al Seal,” which is
awarded to companies after evaluation. The designation
is intended to help organisations identify firms that meet
defined criteria when engaging Al providers.

For the government, the creation of Chief Al Officer roles
enables individual agencies to coordinate and implement
their own Al initiatives.

“We had the chance to meet some of the most talented
people within the government, and they were all focused
on the same question: How to support internal teams

in using Al to improve efficiency and services. It was
interesting to see this group take shape, and within
three months we had more than 200 people across
government, led by Chief Al Officers, focused specifically
on using Al to develop applications,” Al Falasi recalled.

For society at large, the Centre launched the One Million
Prompters initiative, which aims to train one million
people to become prompt-literate in Al.

“We launched this platform with four modules. It allows
parents to plan birthdays better. It allows an employee
to write better emails. If I'm in finance, what kind of Al
would help me? If I'm in HR, how can Al support me? We
launched it, and within seven months we already had
around 190,000 people registered. That showed me how
excited people actually are about it,” Al Falasi said.

Learning Exchange

During a recent trip to the United States, 50 of Dubai's
Chief Al Officers met with counterparts in state and
federal government, as well as with companies including
Microsoft, OpenAl, and Palantir.

“It was great to talk to our partners there. One of the
things | really appreciated was that they made sure to
bring their most senior people, the kind who speak at
Congress. That showed me they see us as a trusted
partner rather than a group coming in for another
demonstration. We got to see things that are expected to
happen in the next couple of months,” Al Falasi noted.

Beyond learning from overseas counterparts, the trip
also helped Chief Al Officers build trust with one another.

“This is something we would not have been able to do
without this trip. People tend to work more closely when
they travel together. They had more time to talk and
discuss, and | know now that if any Chief Al Officer has a
challenge, they will pick up the phone and someone on
the other end will help them work through it. Al is moving
very fast, and you do want to have people you can rely on
when you need support,” he added.

Solving the Talent Crunch
Dubai is also facing challenges in securing sufficient

Al talent. Looking at other countries and cities, Al
Falasi pointed to incentives such as compensation and
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cost of living as common factors in attracting skilled
professionals. However, he identified another factor that
has been effective for Dubai.

“| speak to a lot of talented people, and what draws them
to Dubai is the sense that there is a real challenge they
can be part of. Most talented people, to be honest, do
like rewards for their work. But often those rewards are
not purely financial, they are about impact. When they
come to Dubai, they see that they can have an impact
across the city, and that matters to them,” he said.

One mechanism to encourage open innovation is the
Dubai Future Accelerator program, through which the
foundation works with 15 government entities to address
15 priority challenges identified for the city.

“Most of the companies fly in, while some are based in
the UAE, and that's why it's important for us to make sure
these challenges are actually addressed,” Al Falasi noted.

Real-World Applications

One practical Al application developed in Dubai relates
to fraud detection. Working with the Dubai International
Financial Centre (DIFC), the foundation supported the
development of a fraud detection system that allows
investors to participate in court proceedings remotely.

“Many investors in the region hold accounts at the DIFC.
When a court case needs to be resolved, they often have

to fly people in just to attend proceedings. The DIFC
wanted to find a way to remove that need. We can now
recognise and verify who you are, wherever you are, so
you can take partin the court case. The DIFC was, to my
knowledge, one of the first government entities globally
to use facial recognition specifically for court cases and
for fraud prevention,” Al Falasi explained.

For Al Falasi, Al has become increasingly importantin
addressing online fraud, particularly as the volume of
digital financial transactions continues to grow.

“Fraud is a major issue right now, especially given what Al
can be used for, whether that's generating fake videos or

falsified documents. I've seen passport copies where Al is
used to change the text and the image, and you genuinely
can't tell,” he observed.
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Indonesia’s Al-Enabled
Healthcare Transformation

INDONESIA'S MINISTRY OF HEALTH

The Indonesia Ministry of Health is applying Al across a
healthcare system serving more than 280 million people,
where the central challenge is not technology adoption
but how data moves from collection to decision-making at
national scale.

In this interview, Setiaji Setiaji, Chief of the Digital
Transformation Office, explains how the Ministry is
approaching Al as a sequencing problem rather than

a single deployment decision. He describes how that
approach is shaping priorities across the health system,
within the limits of data coverage and infrastructure.

How is Indonesia closing gaps in electronic
health records?

We have a population of around 270 to 280 million
people, and not everyone is sick. The first time data is
captured is usually when someone gets sick and visits a
hospital or books a telemedicine consultation. In 2025,
we began checking the health status of all Indonesians,
including both those who are sick and those who are
healthy. This helps explain why we don’t yet have patient
data covering 100% of the population, as some people
are still reluctant to check in at hospitals.

Five years ago, only around 30% of hospitals were
digitised. Today, that figure is above 90%. There is still
work to be done with private doctors. At present, about
40% of private doctors are connected to our systems.

How is Al used to diagnose tuberculosis?

We learned during the pandemic how quickly case
numbers can be reduced when diagnosis and tracking
are done faster. The same issue applies to tuberculosis,
where delays are largely tied to diagnosis. Our focus has
been on shortening the time it takes to diagnose TB, and
the fastest approach is through the use of portable X-ray
machines. We have a project to deploy portable X-rays
across more than 10,000 primary care facilities, and then
use Al to analyse the images.

For example, we work closely with Qure.ai, which
provides image analysis models for this purpose. We
further refine these models to improve both specificity
and overall accuracy for local data. At the moment,
accuracy is at around 90%, which we consider sufficient
for use in Indonesia.



How is Al used to predict and address
stunting?

Over the past two years, we have been improving our
data collection systems. Every month, mothers typically
bring their babies to community healthcare facilities to
have the babies’ weight measured. We have developed a
system to capture this data, and then compare indicators
such as weight, nutrition, and other relevant factors.
With Al, we can develop prediction models by using
historical data alongside reference data from the World
Health Organisation. This allows us to track and compare
changes in a baby’s weight on a monthly basis.

With Al, we can predict, for example, that a baby may
experience stunting within the next three months.
This allows us to act earlier by providing parents with
information more quickly. We need to address these
issues early, otherwise it becomes much harder to
intervene if action comes too late.

Al can also potentially be used to estimate nutritional
needs, such as how many calories or how much protein a
particular baby requires.

In the case of genomics, how is Al involved?

One of the first things we want to do is map clinical data,
for example for diabetes, so that we establish a baseline.
Another area is understanding which types of viruses or
bacteria are associated with higher disease risk. This is
why we carry out whole genome sequencing to identify
patterns in the data.

We also use this approach to assess drug effectiveness.
In some cases, we find that a particular drug is not
effective for a specific group of people, often because of
side effects that prevent patients from responding well.
When this happens, those drugs need to be removed
for that population. From this, we can identify patterns
and generate personalised data on how drugs interact
with genetic profiles, helping us understand how

genes respond to medication. This practice is known as
pharmacogenomics.

Photo courtesy of Indonesia Ministry of Health.

We apply the same approach to TB, so treatment can be
tailored more precisely to individual patients. We also
hope this work can support vaccine development for
cancer. Right now, vaccines are available only for cervical
cancer. Based on what we saw during COVID, we hope

these efforts will lead to a decline in TB and cancer cases.

Are these use cases in-house? What
infrastructure supports them?

When we started this journey, we had two options.

The first was to develop a platform that integrates the
ecosystem, so the ecosystem can grow and we can invite
innovators to participate. The second option was to
develop a single system that all hospitals would use.

We chose the first option to support the growth of the
ecosystem. As a result, many start-ups and innovators
have come in to support this work. This approach also
allows us to scale more quickly, because the government
has both the human resources and the funding to
support it. It is very important that the ecosystem
remains open.

For infrastructure, we work closely with large cloud
vendors such as Amazon Web Services and Google
Cloud Platform, because they already have a presence in
Indonesia.

O M e -0 X m™m A
N

-_—

mZz =N>>o0>=



= - Z O = d
(@ o

- =

mZ=N>>o0>>=

Al As a People and
Process Enabler

DANONE

Photo courtesy of Danone.

At Danone, the challenge with Al has
not been experimentation, but scale.
That distinction becomes clear once
early pilots move into production,
where initial momentum runs into
constraints that technology alone
cannot resolve.

In this interview, Shivani Saini,

Chief Information Officer and Vice-
President, IT & Data, Asia Middle
East Africa and China North Asia
Oceania, Danone, explains how
those scaling challenges have shaped
the company’s approach to Al. She
reflects on why moving from pilots to
production is difficult in practice, and
how governance and organisational
discipline influence what can
realistically be deployed across the
business.

Can you give a sense of where
you are currently at in your Al
adoption?

Danone is a consumer healthcare
company. We operate in three
categories: water, dairy, and
specialised nutrition. These include
brands people would likely recognise,
such as Evian.

Al is used across the value chain,
starting with product formulation

as part of the R&D process. It also
supports logistics and operations,
including how products are shipped
and distributed across around 120
markets. On the sales side, Al is
used to support how we engage with
consumers.

How do you manage the Al
infrastructure across these
disparate systems?

That is both the opportunity and the
challenge. For Al use cases to scale,
you need high-quality data that is
integrated across systems. We are
building single sources of truth and
putting master data management

in place to ensure data is not siloed,
and that it remains accurate and
current across different geographies.

For example, in consumer
engagement, we work with consumer
data, some of which is highly
sensitive. This includes mothers
sharing pictures of their babies and
information about babies’ stools

to understand their baby’s health
after consuming infant formula. In
this context, we use Al to collect
the data, analyse it, and provide
recommendations back to mothers.

Danone operates with data
governance principles focused on
organisational structures, education,
cultural aspects of data, and the
responsible use of Al.

How did you get your data
ready for the Al era?

One statistic I've seen around Al,
particularly generative Al use cases,
is that 88% of them fail because they
cannot be scaled. We've seen similar



patterns within the company. There's
a lot of excitement and hype around

Al, but when it comes to scale, many

initiatives cannot move forward for a
number of reasons.

I'll point to three reasons. The first

is business value. Many initiatives
start almost as a hobby, but when
you examine business value, you
have to ask: Is it driving growth? Is

it improving customer experience?

Is it improving productivity and
delivering cost savings? Many Al use
cases fail at this stage because teams
cannot clearly articulate the business
value. When we put data governance
in place, part of the objective is to
ensure these questions around
business value are answered, so we
invest in the right Al use cases.

The second reason relates to data
quality and accuracy. We're putting
a lot of effort into ensuring that

our data governance framework
defines data ownership and data
stewardship roles. This means
identifying people who are
responsible for ensuring data is
correct, accurate, and designed
around a single source of truth, so it
can scale across markets, categories,
and business processes.

The third area relates to regulation,
which is about whether we are using
Al'in a responsible manner.

Where did you identify the
right use cases for Al?

There are loads of them across
different value chains, particularly in
logistics and operations. We're using
Al to improve demand forecasting
and make it more precise at a
granular level. We're also looking

at how to determine which supply
points to use for different products.

In R&D, we are building a digital
twin of the gut to study gut health,
and to explore how Al can support
simulations of how the human gut
functions. This is an area we are
actively working on.

In the consumer experience area,
we are using Al on both sides: the
consumer side and the marketer
side. Internally, we are looking at
how marketers can reduce costs
related to content generation using
generative Al. On the consumer side,
as | mentioned earlier, there is the
stool tracker, which looks at how
moms engage with products and
services, and whether the intended
health outcomes for babies are being
achieved through infant formula.

/4

Photo courtesy of Danone.

What are the next steps in
your Al journey?

First, at an organisational level,
we are making sure Al literacy is
in place. We've invested in an Al
academy so that every employee
has a baseline level of Al literacy.
In addition, Al champions and Al
specialists are being trained, and
they're learning how to build new
technologies. This work is happening
at an organisational level, with a
focus on training and culture.

Alongside this, we are reviewing our
recruitment approach, particularly
within IT, to ensure we bring in

the right talent to build algorithms

in areas that are proprietary to

us. These are not off-the-shelf
technologies that can be purchased;
they're being developed in-house. As
a result, we need to bring in the right
data scientists and data engineers.

The third area is data governance.
We are strengthening our focus
here to ensure we're asking the right
questions, and that the right Al use
cases are able to scale.
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How DHL Supply Chain
Decides Where Al Fits

DHL SUPPLY CHAIN

Al adoption in logistics often breaks
down not at the model layer,

but much earlier: in fragmented
data, uneven site maturity, and
governance that struggles to scale
across regions. For DHL Supply
Chain, those constraints shape

how and where Al can be deployed,
forcing a focus on discipline, value
definition, and operational readiness
rather than speed alone.

Mihaela Isac, CIO Asia-Pacific, DHL
Supply Chain, explains how the
organisation approaches Al adoption
across diverse sites and processes,
the mindset required to deploy
advanced solutions responsibly, and
the principles guiding its scale-up
strategy and future transformation
agenda.

What's the hardest workflow
to make Al-ready in your
operations?

The most challenging workflows

to make Al-ready are those with
inconsistent or highly variable

data across sites. Without a robust
data foundation, workflows

cannot support effective Al
deployment. Ensuring data accuracy,
completeness, and standardisation is
essential.

Additionally, seamless integration
with existing systems is critical,
especially in a complex global
logistics environment.

Finally, it is important to manage
stakeholder expectations through

clear communication and training,
as Al is not an instant solution to all
operational or data challenges.

How do you test Al systems
to make sure they hold up in
real conditions?

This depends largely on the use case.
For example, if we are deploying Al as
a tool to augment a business process,
we test it in similar ways as other
technologies, with users engaging
with the tools and testing both
happy-path and negative scenarios.

When deploying agentic Al, change
management becomes essential.
Leadership must be prepared to
delegate control and build trustin
unscripted scenarios. This involves
iterative engagement with Al agents,
fine-tuning their behaviour, and
multiple rounds of testing to ensure
comfort and readiness across
stakeholders.

For both scenarios, we begin

with extensive testing and value
measurement at a limited number
of sites, allowing us to validate

the solution’s impact and address
operational challenges before scaling
deployment. Human oversight is
maintained to ensure Al-driven
decisions are practical, ethical, and
aligned with business standards,
while continuous monitoring and
feedback loops are established
post-deployment to drive ongoing
improvement.

What data issues most
directly affect Al reliability in
logistics?

The biggest factor affecting Al
reliability in logistics is data quality.
We most often see three issues:
different formats or definitions



Safety Monitoring

Photo courtesy of DHL Supply Chain.

across countries or customers,
missing or incomplete datasets,
and data that is not refreshed often
enough. When these gaps are not
addressed, the Al output becomes
unreliable.

This is why data assessment and
preparation are non-negotiable
steps in our PoC process.

How do you judge whether
an Al-driven decision is
improving throughput?

For us at DHL Supply Chain, success
always comes back to measurable
operational impact. Identifying

key success criteria and value
assessment is a critical step before
we even decide to run a pilot.

We look at efficiency, customer
experience, and quality of data.

For some Al solutions, we look

at productivity and throughput,

for example automating manual
workflows such as answering emails
or calls. For other processes, the key
metric is quality, such as improved
documentation in customs clearance

or enhanced customer interactions.

Each of these outputs has value
that needs to be quantified for the
organisation.

What tells you an Al
deployment is ready to scale
across facilities?

A solution is ready to scale at

DHL Supply Chain when three
things are in place: it has shown
ROl in real operations, it fits into
our standard processes without
heavy customisation, and the
right governance and controls are
established. If a solution requires
unique adjustments for every site,
scaling it becomes less practical.

Once deployed, we track the

KPIs identified upfront because
assumptions and reality can differ.
The ROl must be positive and
sustainable, not just in a one-off
pilot. We also consider risks and
sustainability to ensure alignment
with long-term goals.

What are your priorities for
next year when it comes to
Al?

A strong focus on deploying Al agent
solutions that automate complex
workflows and drive operational
efficiency. We are also expanding
conversational Bl capabilities to
make data insights more accessible
and actionable for everyone, and
ensuring employees fully leverage
tools (including Copilot) to boost
productivity and decision-making.
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Al-Powered Healthcare Delivery

NARAYANA HEALTH

Narayana Health has built its Al
strategy around integrating the
technology directly into day-to-day
clinical and operational workflows.
Rather than treating Al as a
standalone add-on, the organisation
has tied it to documentation, risk
scoring, patient engagement, and
hospital operations, shaping how
its systems capture and process
information.

“Al must deliver measurable impact,
integrate natively into workflows,
and make healthcare smarter, more
efficient, and more patient-centric,”
noted Vivek Rajagopal, Group Chief
Analytics and Al Officer at Narayana
Health.

Modern Methods

One of the ways Narayana Health is
leveraging Al is in clinical
documentation, where its home-built
Al medical scribe, Medha Scribe, is used
to support how clinicians record care.

“It goes beyond free-text dictation to
include ambient listening capabilities,
supports multiple languages, and

is designed to be cost-effective and
scalable. It is cutting documentation
time by up to 90%, freeing clinicians
to focus on patient care rather than
paperwork,” Rajagopal said.

Aside from this, Al is also used

to provide doctors with clinical
intelligence, assisting them with the
interpretation, summarisation, and
explanation of patient data. This,
Rajagopal said, includes continuous
risk scoring for inpatients, support
for screening tests, and assistance in
radiology image interpretation.

“All of this is integrated into Athma,
our EMR system, and Aadi, our
doctor app, so that intelligence is

incorporated into the clinician’s
workflow,” Rajagopal said.

In the area of operations
optimisation, Al bots predict patient
inflow, optimise discharge patterns,
and guide personnel planning in an
effort to reduce bottlenecks.

For patient engagement, Al
supports the entire journey, from
appointment scheduling and history
taking to admissions, inpatient
experience, discharge, and post-
discharge feedback, with the goal

of maintaining consistency across
interactions.

Elsewhere, Rajagopal said

Al is also deployed in supply
chain management to optimise
procurement and inventory.

“Our Al-powered analytics platform,
Medha Al, is a healthcare data
analytics ecosystem that we use
across our verticals, with more than
180 ready-to-deploy solutions. It
acts as a digital assistant across our
business processes, helping us turn
complex data into insights,” he said.

Backbone For Success

Narayana Health's Al infrastructure is
largely cloud-based, which Rajagopal
said reflects their approach to
meeting requirements around scale,
compliance, and operational needs.

“Even the Al models we self-host run
on virtual machines or Kubernetes
clusters in the cloud, which allows
us to adjust capacity as workloads
change,” he explained.

While cloud forms the backbone,
certain sensitive workloads that
require additional control or isolation
are deployed in secure, private

environments, forming a hybrid
architecture, he said.

To support various use cases, the
organisation adopted a multi-
model strategy. High-intelligence
LLMs are used for complex tasks
involving large context windows;
smaller specialist models for areas
such as image analysis and OCR;
and tiny LLMs or self-trained SLMs
for lightweight workloads or cases
where models must operate on edge
devices.

“This structure is what we use

to handle performance and cost
considerations across different use
cases,” Rajagopal said.

Moreover, the hospital chain
applies security and compliance
requirements to every Al
deployment. All Al calls are
HIPAA-compliant, and any cloud
endpoints that interact with external
systems are hosted within their
geography to meet data sovereignty
rules. Rajagopal said this is the
configuration Narayana Health
follows to meet healthcare data
governance requirements.

Efficient Controls

Rajagopal said the organisation
addresses reliability and risk in Al
systems through multiple measures.

“At Narayana Health, we address
challenges such as hallucination,
bias, and security through a
combination of technical safeguards,
governance frameworks, and human
oversight,” he said.

First, the organisation uses technical
controls such as retrieval-augmented
generation, structured output
constraints, and validation layers to
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reduce hallucinations and support
factual accuracy.

Next, it conducts continuous model
monitoring, routine dataset audits,
and clinician-in-the-loop feedback
processes to identify and address
biases early in the lifecycle.

Then, all deployments follow data
governance protocols, in which
sensitive data remains in secure
environments. Narayana Health
uses de-identification pipelines,
and each model undergoes audits
for compliance with healthcare
regulations.

Beyond these measures, the
organisation refers to three
principles in its design and
deployment work:

+ Transparency: Stakeholders
should be able to understand
the basis of an Al system's
recommendations.

+ Governance by design: Privacy,
fairness, and bias mitigation are
treated as core requirements.
Systems incorporate consent
management, data minimisation,
anonymisation, and lineage
tracking, and undergo bias and
fairness audits.

* Human in the loop: Al is
positioned as a support layer in
decision-making rather than a
replacement. Clinical judgement

remains with practitioners, and
Al systems provide explainable
outputs.

Open Source vs Proprietary

For an industry as tightly regulated
as healthcare, decisions on Al tools
require weighing both open source
and proprietary options. Rajagopal
said the organisation views the two
not as competing ideologies but as
different types of systems with their
own characteristics.

He added that neither proprietary
systems nor open-source systems
are universally aligned with

one viewpoint, and both may
involve commercial interests. The
organisation bases its decisions on
practical considerations.

As part of that evaluation, Narayana
Health assesses tools on factors
such as security, stability, and
performance, where the size and
activity of a platform’s user base

is one indicator of maturity and
security posture.

On configurability versus fine-tuning,
Rajagopal said proprietary platforms
may offer configuration and support
options, while open-source systems
may be easier to retrain or fine-tune
for specific needs.

For ease of exit, he noted that a
proprietary platform using common

data formats and migration toolkits
may present fewer barriers than an
open-source tool that relies on niche
formats. He said this influences long-
term flexibility.

“Ultimately, our decisions are made
based on a balanced evaluation of
total cost of ownership, expected
benefit, scalability, interoperability,
configurability, customisability, and
the innovation roadmap. We routinely
blend both open-source and
proprietary components across our
Al stack, choosing the tools that fit
the problem at hand,” Rajagopal said.

Tomorrow'’s Healthcare

Looking at the broader direction,
Narayana Health's work with Al
extends beyond individual models
or isolated automations and involves
rethinking components of healthcare
delivery.

Part of this work includes areas such
as continuous care and continuous
monitoring, in which Al is used to
support a shift from episodic care to
continuous models; always-available
systems; predictive and preventive
maintenance; expanded screening
and early detection; Al-native EMR
and related tools; decision support
and clinician copilots; multi-modal
intelligence and digital twins; next-
generation patient engagement;
and system-wide operational
adjustments.

“The future we are building towards
is one where healthcare becomes
continuous, predictive, and guided
by intelligent systems, where care

is available without long waits,
diseases are identified earlier, and
operations run according to demand.
Al will be the underlying layer that
supports these changes,” Rajagopal
said.
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DBS’s Approach to Al

at Scale

DBS

DBS has spent nearly a decade
building the data, systems, and
governance structures that now
support its Al work. According to
Group CIO Eugene Huang, much of
the effort involved preparing the
organisation for sustainable, scalable
use of Al long before generative
models emerged. In this interview,
he explains the decisions behind
that groundwork and how DBS is
approaching generative and agentic Al.

What has DBS learned from
scaling Al, and what proved
more difficult than expected?

DBS began experimenting with Al in
2014, starting with a pilot using IBM
Watson for wealth management.
Through those early efforts, we saw
that data would be central to any Al
work, and we spent several years
putting in place the architecture
needed to support it.

We worked on our technology

stack to make it more scalable and
stable, with automation built into
our processes. This involved moving
from legacy systems to open-source
technologies and investing in a
hybrid, multi-cloud infrastructure
to increase available compute
resources.

At the same time, we developed

two in-house capabilities: ADA, a
self-service platform that serves

as a single source of truth for data
governance, discoverability, quality,
and security; and ALAN, our Al
protocol and knowledge repository
that provides a standardised and
repeatable approach to deploying Al
models in use cases.

Today, DBS deploys over 2,000 Al
models across more than 430 use
cases in different parts of the bank.
While it was no easy feat to build this
foundation, it has helped us scale
generative Al use cases and prepare
for agentic Al use cases.

In 2021, we began quantifying and
disclosing the economic impact of
our Al work. In 2025, we achieved
approximately SG$1 billion from
our Al/machine learning and data
analytics initiatives.

While we built the processes and
technology that support our Al
strategy, the people aspect was just
as important. We focused on making
sure employees were included in the
transformation.

How is the bank using
generative Al today, and
which use cases have had the
most impact?

Having built the foundation for our

Al work over several years, we were
able to deploy generative Al use cases
in 2023 as the technology matured.
These use cases now support
different customer and employee
workflows across areas such as sales,
advisory, servicing, processing, and
software development.

For corporate customers, our virtual
assistant DBS Joy uses generative
models to answer queries, respond
to common requests, and support
routine servicing. When customers
require more complex assistance,
the system connects themto a
service specialist, who uses an
internal co-pilot to help provide
more complete responses.

We are also using generative models
to support employees. Customer
service officers use the CSO Assistant
for transcription, call summarisation,
and post-call documentation. This
has reduced call handling time

by up to 20%. More than 90%

of our workforce have access to
DBS-GPT, our in-house platform
used for writing, brainstorming,
summarisation, translation, and
retrieving information from the
bank’s knowledge base.

Generative Al is also used throughout
the software lifecycle. One example
is JIRA Assist, which helps developers
and business analysts refine code,
create documentation, and reduce
time spent on bug fixes.

These tools aren’t just about
automation. They free up our people
to focus on work that requires more
judgement and interaction with
customers.

How are Al and large language
models being deployed across
your systems?

One part of our approachis a
modular Al architecture. We have
expanded ADA to support generative
Al use cases by building a generative
Al marketplace that provides
applications in the bank with LLM as
a service under defined controls and
governance. This approach means
we are not dependent on any specific
LLM or technology provider, whether
on-premises or in the cloud.

Instead, our architecture allows us
to integrate and swap LLMs with
minimal effort. The marketplace
includes safety guardrails, audit
controls, cost control, and pre-
approved patterns, together with
reusable APIs that support Al
deployments.

This work has reduced time to value
for Al and machine learning from 18
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months to about 2 to 3 months, and
contributed to an economic outcome
of approximately SG$1 billion in 2025.

How do you balance
Al development with
governance requirements?

For us, responsible Al means
deploying Al in a way that is ethical,
transparent, and aligned with

clear principles. We recognise

the potential of Al in areas such

as customer experience and
operations, but its use must be
guided by shared guidelines.

All our Al and machine learning use
cases are reviewed through the
PURE framework, which sets out
that data use must be purposeful,
unsurprising, respectful, and
explainable.

PURE is not viewed only as a
compliance checklist. It is applied
at the level of each data use case

and built into our Al and machine
learning processes, so that use case
owners consider whether data use
is ethical in addition to whether it is
legally or technically permissible.

To support this, all new employees
are introduced to PURE during
orientation, where the principles
are explained as part of how we
approach data use.

With the rise of generative Al and
more agentic systems, we are
extending our responsible data use
framework to include guidelines
specific to these technologies.
Insights from each use case review
are included in later updates.

What role could agentic Al
play in a regulated bank, and
where are its limits?

With agentic Al likely to become
more common for customers,
people may come to rely on these

systems to find information, procure
products, and manage payments.
This creates new possibilities for how
we handle certain tasks, although
key decisions will continue to involve
human oversight for the foreseeable
future.

Our goal is to provide customers

a controlled and convenient way

to conduct these transactions. We
have a working group studying
different use cases and examining
areas such as observability, spend
controls, accountability, and liability
to balance convenience with the
responsibilities involved.

By automating routine tasks within
defined guardrails, agentic Al can
reduce manual work and allow
employees to focus on activities
that require judgement and more
complex decision-making.

How are teams being
prepared to work differently
as Al changes the technology
stack?

We have stepped up our upskilling
efforts to help employees stay
relevant as Al reshapes operating
models. DBS has identified over
11,000 employees, whose roles are
Al-impacted, for deeper, role-specific
capability building.

To support this, we are making
product and customer experience
design more data-driven and
developing data analytics and
governance specialisation roles.
Tech employees will also be trained
to take on changed roles that
incorporate generative Al tools into
their work.
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Retooling LinkedIn for Al

LINKEDIN

LinkedIn’s Al transformation began
not with sweeping vision statements,
but with tough engineering choices.
Preparing thousands of developers
for a generative-Al-first world meant
balancing speed with structure,
rebuilding core systems, and
rethinking what “enterprise-ready”
actually looks like.

In this interview, Erran Berger, VP

of Product Engineering at LinkedIn,
discusses the trade-offs behind

that process, from re-architecting
infrastructure for LLMs to embedding
responsible Al checks into every
stage of development.

What trade-offs did LinkedIn
make when reshaping its
engineering teams for Al?

One of the key trade-offs we faced
early on was deciding where to build
for long-term leverage versus where
to prioritise speed and autonomy.
Things were moving incredibly fast,
and we knew we couldn't optimise
everything at once. So we made a
deliberate choice: investin a few
high-impact areas where shared
infrastructure would unlock velocity

at scale, and let individual teams
move quickly in others, even if
that meant some duplication or
inconsistency at the start.

That approach is still something
we talk about internally, because
building leverage isn't just about
putting tools in place; it requires
alignment, dependency, and some
upfront friction. But we believed,
and still believe, that getting the
developer experience right was key
to moving fast in the long run.

We focused on reducing complexity
so teams could experiment, test,
and launch generative Al features
quickly. That meant building support
for OpenAl models via Azure OpenAl
Services, alongside internal and
open-source models, making it easy
for developers to choose models
based on each product’s use case
and goal.

We also adapted our internal systems
for a generative Al environment by
developing libraries that convert
structured APl responses into
prompts. This helps our generative-
Al-powered tools provide more
accurate and relevant responses to

user queries. The libraries also offer
a standardised approach, making the
development process more efficient.

This platform-first approach

has been essential to unlocking
developer velocity, helping us move
faster while maintaining quality,
consistency, and responsible Al
governance across the company.

Through these efforts, we've been
able to move quickly without losing
sight of quality, safety, and scale.
More importantly, we've empowered
our engineers to build experiences
that deliver real value to our
members.

How does LinkedIn balance
experimentation and
operationalisation when
deploying LLMs?

When building with LLMs internally,
we take time and care to make

sure each model is ready for our
customers and members. The key
is balancing experimentation with
trust, so we can learn quickly while
ensuring the right safeguards are in
place from the start.

In the early stages, we optimise

for rapid iteration and product
discovery, not efficiency or scale. The
focus is on validating the experience
and gathering real feedback. Even

at this stage, we set clear guardrails
such as red teaming and responsible
Al checks before any development
begins, even for experiments. Once
we see strong signals that something
is working and meeting the needs

of our members and customers,

we shift focus to infrastructure,



model optimisation, and long-term
scalability.

Some examples of the steps we take
include:

+ Every major model or feature
undergoes red teaming to identify
and fix potential loopholes before
launch.

+ Often for our products, we are
the first customer and so we
intentionally test and learn with
LinkedIn as “customer zero.” For
LinkedIn Hiring Assistant, our
recruiters worked closely with the
internal product team and helped
shape the tool from the outset.

+ When we launch a product, we
start with select members and
customers. On the member
side, for example, in the case of
our Al-powered job search, we
initially rolled it out to premium
subscribers to test the product
before extending access to other
members. For LinkedIn Hiring
Assistant, we have been testing
the products with our charter
customers and learning from
their experiences.

Which Al use case seemed
promising early on but
was harder to scale than
expected?

Al-powered job search is a great
example. Early prototypes using
LLMs for semantic retrieval showed
huge potential, delivering more
intuitive experiences and better
matches for job seekers. But
scaling that across LinkedIn’s global

platform proved far more complex
than expected.

It was our first time operationalising
LLM-based retrieval at scale, and
our traditional infrastructure wasn't
built for it. We had to re-architect
core systems — from retrieval and
ranking to developer tooling — while
addressing new challenges around
compute, latency, and alignment
across multi-stage model pipelines.

We moved to a GPU-first
infrastructure, fine-tuned open-
source models, introduced
embedding-based search, and
simplified a fragmented job search
stack that had grown over years.
Ensuring quality at scale also
required new feedback loops,
synthetic data pipelines, and robust
evaluation frameworks.

Today, the result is a more powerful
and inclusive job search, particularly
for people who may not know how to
translate their goals into keywords.

It took significant investment, but it's
already transforming how members
discover opportunity.

How has Al changed
LinkedIn's engineering
culture and decision-making?

Al has become a defining lens for
how we evaluate new product ideas.
Today, if a product doesn’t have Al
at its core, or at least doesn’t stand
to benefit meaningfully from it,

we take a hard look at whether it's
the right investment. This reflects

a broader shift, as our members
and customers’ expectations
around personalisation have risen

dramatically. The reality is that
without Al, it's increasingly difficult
to deliver the level of impact we're
aiming for.

It's a mindset shift that’s similar to
what we experienced during our
mobile transformation. At a certain
point, we stopped launching features
that weren’t mobile-ready. Now,

the same applies to Al. We've seen
that products built with Al, like job
search or hiring tools, are not only
more adaptive, but also consistently
deliver greater value to our members
and customers.

What's the hardest part in
aligning Al development
across LinkedIn’s global
engineering teams?

The biggest challenge in global
alignment isn’t necessarily
disagreement, it's visibility. At our
scale, teams move quickly and
often in parallel, which can lead to
duplication or missed opportunities
to share learnings. That's natural

in a fast-evolving field like Al, but
it's something we work actively to
address.

We've invested in shared tooling such
as our Al playground, Al working
groups, and structured forums for
collaboration to help teams align on
standards, reuse components, and
share context. That infrastructure
helps us scale responsibly, without
slowing teams down unnecessarily.
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MEDIA

B2B enterprise technology
content and events experts

Jicara Media comes with over three decades of B2B publishing and events experience.

The team behind Jicara has been responsible for launching and growing the region’s top B2B IT media
publications and has deep and extensive contacts within the SME as well as the enterprise IT sector in Singapore
and the region. We've been a bridge between vendors and end-users through pioneering events, magazines,
and marketing projects, focused entirely on the B2B sector.

AW« FRONTIER
"Ny’ ENTERPRISE

Frontier Enterprise

Features, analysis, news, opinion pieces, case
studies, reports and other updates on the enterprise
technology space in the whole of Asia-Pacific.

Targeted towards the large-enterprise C-suite and
covers the latest cutting-edge developments in the
B2B technology sector. Targeting enterprises with over
500 employees.

Readers includes some of the top IT and C-level
executives in the Asia-Pacific region as well as in the

rest of the world.

https://www.frontier-enterprise.com

SMEhorizon

SMEhorizon

Insights, analysis, case studies and tips on how to grow
a small-medium enterprise in this ever-changing,
challenging and competitive environment.

Singapore-focused content, targeting business owners,
C-suite and other senior management and IT
professionals - primarily from companies with fewer than
500 employees.

Best practices, policies, news and tips on technology,
sales & marketing, HR, finance, expansion and

government programs.

https://www.smehorizon.com
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